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O ne of the criticisms of tradi-
tional security approaches 

is that they present a static target 
for attackers. Critics state, with 
good justification, that by allow-
ing the attacker to reconnoiter a 
system at leisure to plan an attack, 
defenders are immediately dis-
advantaged. To address this, the 
concept of moving-target defense 
(MTD) has recently emerged as a 
new paradigm for protecting com-
puter networks and systems.1 Spe-
cifically, MTD means that some 
aspect of a machine or network 
changes as a function of time, with 
the idea of making a target harder 
to “hit.” While still in its infancy, 
this approach has gained signifi-
cant attention in the past few years 
with the increasing adoption of 
several enabling technologies such 
as virtualization, software-defined 
networks, and instruction set and 
address space layout randomiza-
tion (ASLR).

As they evolve and mature, 
MTDs continue to show promise 
in improving system and network 
resilience and are attracting a grow-
ing number of researchers and sys-
tem designers. In this article, we 
provide a brief overview of MTD 
and its potential application to com-
puter network security and systems 
resilience. But are the potential 
returns worth the effort?

Background
With few exceptions, traditional 
computer networks are designed 

to operate in relatively static envi-
ronments. Most critical services 
and networks rely on well-planned 
structures and support capabilities 
that must be carefully deployed and 
configured for service provisioning. 
These supporting infrastructures 
range from physical devices such 
as computers, routers, and switches 
to higher-level services such as 
domain name services, registration, 
and authentication. 

Once deployed, software sys-
tems and their entire supporting 
infrastructure must then be main-
tained and protected against failures 
and attacks. Attackers have, in the-
ory, an unlimited amount of time 
to learn about the infrastructure 

and its potential vulnerabilities to 
achieve their goals. This creates 
for them a significant asymmetric 
advantage when compared with 
defenders, who are constrained, 
in general, to building monitors 
and shields—defenses—to block 
malicious or unauthorized access. 
Attackers reconnoiter the network, 
plan their attack, and launch it on 
their timescale; defenders are left to 
react as best they can. 

This is largely the state of the 
art in network defense. In the best 
case, highly trained personnel 
monitor network activities, users, 
and potential attackers to detect 
and respond to security events, 
which are then used to update their 
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defenses against future attacks. 
Unfortunately, this model tends to 
be much more costly to defend-
ers than it is for attackers, who can 
choose when and what to exploit, 
while defenders have to protect all 
assets from any potential attack, all 
of the time. 

While researchers continue 
to make significant progress in all 
aspects of network security, includ-
ing self-adaptive mechanisms, 
improved visualizations, and bet-
ter ways to build secure code, 
these approaches don’t change 
the basic attacker–defender para-
digm. As such, there’s a strong 
and growing incentive to explore 
new approaches that mitigate the 
effort and cost asymmetry between 
attackers and defenders, funda-
mentally changing the rules of the 
underlying game. 

MTD techniques seek to do 
just that. They generally focus not 
on the shields that protect the tar-
gets but on the manipulation and 
control of the targets themselves, 
to create the perception of move-
ment to attackers. The goal is to 
mitigate the asymmetric advan-
tage of attackers by increasing the 
complexity, diversity, and uncer-
tainty over the protected system’s 
attack surface. 

Moving Target and 
Dynamic Defenses
MTDs typically work by offer-
ing a different perceived view or 
underlying implementation. For 
example, an MTD could choose 
to periodically change part of the 
operating system that provides a 
critical service, to make it harder 
for an attacker to exploit a specific 
OS’s known vulnerabilities. Other 
examples include restructuring a 
software-defined network’s topol-
ogy, which could disrupt attacks 
mounted through compromised 
nodes in the subnet, or changing the 
address space layout to disrupt pre-
coded buffer-overflow attacks.

MTDs can be proactive when 
they move or adapt on a specific 
schedule, without feedback from 
the system. Proactive defenses work 
at a slower adaptation pace than 
reactive defenses, as they increase 
network complexity in anticipa-
tion of a potential attack. Reactive 
MTDs make changes in the pro-
tected system (or support services) 
when they receive a trigger from a 
network or security sensor. Trig-
gers include system performance 
events, security or anomaly detec-
tion alerts, or changes in the secu-
rity policy or defense configuration.

More advanced MTDs use the 
notion of adaptive response. They 
might take sensor triggers and secu-
rity events to change their behav-
ior or strategy, effectively moving 
between proactive states based on 
system feedback. At the technical 
level, there are many ways in which 
the concept of mobility can be imple-
mented, from network interface 
reconfiguration to a full recompila-
tion of an application to be ported, 
at runtime, to another environment. 

One of the most commonly 
cited examples of MTD is IP-hop-
ping.2 The concept isn’t particularly 
new, with related patents filed over 
a decade ago and limited implemen-
tations already used in practice, but 
the approach illustrates the prin-
ciple behind an MTD quite effec-
tively. IP-hopping relies on changing 
a host’s IP address to increase the 
complexity of network attacks such 
as communication eavesdropping 
and hijacking. By changing network 
addresses, most of the standard 
techniques for flow and session 
isolation will likely be disrupted, 
greatly increasing the complexity 
of mounting a successful attack. Of 
course, the concept requires that 
the changes won’t affect legitimate 
communications, and numerous 
techniques have been proposed to 
accomplish that. In the case of IP-
hopping, most techniques involve 
some kind of coordination between 

clients and servers to synchronize 
and maintain the hopping pattern. 

Another commonly cited exam-
ple of MTD is based on the use of 
ASLR, which OS developers have 
used in production systems at Apple, 
Microsoft, and Linux for several 
years. ASLR involves randomly 
arranging the memory layout of the 
process’s address space to make it 
harder for an adversary to execute 
attacks that rely, for example, on 
executing return-to-libc or injected 
shellcode on the stack. ASLR doesn’t 
make it impossible to conduct such 
attacks, but it greatly increases the 
cost for executing the attack. 

It’s important to note that in 
both examples, the defense is only 
as good as its ability to present an 
unpredictable changing attack sur-
face to the attacker. For example, 
an IP-hopping technique is only 
effective if it continues to change IP 
addresses, or else the attacker can 
simply reconnoiter the network. 
The same is true for ASLR: a persis-
tent adversary could probe memory 
enough times to eventually suc-
ceed with an attack. An MTD, in 
that case, would have to continue 
randomizing the memory layout, 
at least periodically, to recover the 
entropy loss that happens with the 
adversary’s probes. 

Building Resilience 
with MTDs 
Resilient systems are envisioned as 
capable of evading, withstanding, 
and recovering and evolving from 
adversarial attacks and failures. 
These desired properties come from 
the recognition that despite our 
effort to protect our systems, adver-
saries will get in and will—inevita-
bly—compromise and disrupt parts 
of our system. Resilience proposes 
that these systems will be able to 
detect and recover from such events 
and, through the recovery process, 
evolve and develop ways to better 
resist or evade similar attacks. 

Although MTDs on their own 
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aren’t sufficient to create resilient 
systems, they are, at least in prin-
ciple, designed to support several 
resilience properties. Avoidance 
and recovery, for example, can be 
directly mapped to some of the 
capabilities provided by MTDs. 
Resilience also relies on some level 
of system diversity to withstand 
attacks and feedback loops to drive 
adaptation—capabilities that can 
be supported by the coordinated 
use of MTDs. 

Moving Ahead: 
Promises and Challenges
There’s little question that the 
notion of changing our systems to 
confuse and disrupt an 
adversary is attractive. To 
some extent, we already 
do it when we reverse- 
engineer attacks to patch 
our systems or when we 
periodically change our 
passwords. These could 
be the extreme example 
of manual tactics that could be fully 
(or at least partially) automated and 
greatly scaled by MTDs. 

However, as promising as these 
ideas might seem, there are still 
many challenges to be addressed. In 
particular, we recognize that MTD 
increases system complexity from a 
defensive standpoint, causes chal-
lenges with coordination, and is 
not a panacea—attackers will also 
change their techniques in response. 

Increasing System 
Complexity
It’s no surprise that the notion of 
deliberately engineering added com-
plexity and uncertainty into compu-
tational systems raises concerns on 
many fronts. Skeptics argue that cur-
rent systems are already so complex 
that research into monitoring and 
maintaining cyber situational aware-
ness is very much a work in progress. 
There’s also a legitimate concern 
that enabling a system to move and 
adapt for the sake of defense would 

essentially make it much more dif-
ficult to track and maintain, creating 
an additional problem for defenders. 

In addition, an MTD assumes 
a class of advanced attackers that’s 
likely to invest in a reconnaissance 
phase and then develop a targeted 
attack strategy. In such cases, cre-
ating uncertainty significantly 
increases the cost for attackers and 
could make the attack financially 
impractical. However, in cases where 
the attacker’s exposure isn’t an issue, 
an MTD could, in fact, be detrimen-
tal, as it will eventually expose attack 
surfaces that could be exploited by a 
different adversary that can persist 
with the same attack. 

Common practices in online 
event detection and offline foren-
sics would also have to be adapted, 
as they would need to maintain 
enough information to reconstruct 
the actual events from the informa-
tion captured by sensors. 

Dealing with 
Intelligent Adversaries
Some of the premises that moti-
vate the use of MTDs are based on 
current observations of adversarial 
behavior against fairly static sys-
tems. Understanding that attack-
ers often rely on reconnaissance, it 
makes sense to increase the cost and 
complexity of that task using MTD 
techniques. However, it’s important 
to remember that the adversary will 
also adapt and completely change 
operating procedures to better fit 
the new defense model. 

This well-known co-evolution 
between attackers and defenders 
must be taken very seriously. In this 
complex game of chess between 

attackers and defenders, we must 
balance our short-term gains with 
the complexity and costs of our 
solutions, not put ourselves in a 
position where we’re disadvantaged 
a few moves down the road. 

Attacker–defender co-evolution 
is an important challenge to adaptive 
defense systems, but it’s also a great 
opportunity. Recognizing that co-
adaptation is unavoidable, the dif-
ferentiating factor between attackers 
and defenders could be how fast 
and effectively users, systems, and 
defenses can move and adapt to new 
conditions—and possibly maintain 
an edge against adversaries. 

Defining Metrics 
for MTDs
Measuring any system’s 
efficacy and perfor-
mance is an important 
step for its acceptance, 
adoption, and evolution. 
In security, however, 
this isn’t an easy task. To 

evaluate an MTD’s performance, 
we must evaluate the changes in 
the system’s exposure (attack sur-
face) and take into account the 
complexity costs associated with 
attackers and defenders.

Performance metrics are impor-
tant in general, but they’re espe-
cially relevant for MTDs: they’ll 
be used as feedback to drive fur-
ther adaption. This is an active area 
of research, with potentially good 
progress on the horizon. 

The Need for Coordination 
Unlike conventional static defenses, 
MTDs generally change the pro-
tected system’s structure at the 
network, application, or host  level. 
These changes are much more 
likely to affect the interdependen-
cies between components and thus 
must be coordinated. 

Practical applications require a 
command-and-control infrastruc-
ture that can monitor system state 
and multiple defenses, ensuring that 

It’s important to note that  

the defense is only as good as its ability 

to present an unpredictable changing 

attack surface to the attacker.
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adaptation strategies are consistent 
between defenses, and that actions 
performed by one defense don’t 
confl ict with others. Th is coordi-
nation must be done in a way that 
also allows for individual defenses 
to retain some of the nondetermin-
ism required to protect the system. 
An eff ective command-and-control 
framework will enforce boundaries 
between defenses, while still allow-
ing those defenses to adapt locally. 

Th ere has been a lot of promis-
ing work on policy-based resource 
management, planning, and distrib-
uted coordination, but the challenge 
in building a command-and-control 
infrastructure for defense manage-
ment lies in its own protection. A 
coordination infrastructure must be 
itself resilient and fl exible to accom-
modate diff erent types of defenses 
with diff erent capabilities and con-
trols. It must also strike the right 
balance between humans and auto-
mation to mitigate the att acker–
defender co-evolution challenges. 

N ot surprisingly, the perspec-
tive of change comes with 

as many challenges as opportuni-
ties, but if properly designed and 

successfully implemented, the con-
cept of MTDs could induce a much 
broader change than just the nature 
of our system defenses. 

Th e future of MTD seems to 
rely, to a great extent, on our ability 
to eff ectively adjust the complex-
ity, autonomy, and dynamics of our 
computer infrastructures to diff er-
ent contexts and operational con-
ditions. Th e adoption of dynamic, 
moving-target defenses, if success-
ful, will change the way in which we 
operate and secure our networks. It 
will likely require higher levels of 
local autonomy and control to our 
defensive systems, possibly with 
diff erent control and coordination 
interfaces. If successful, the way in 
which we interact with our defense 
infrastructures will change signifi -
cantly, and could give defenders the 
edge—for a change! 
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