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Abstract: With the continuously improving capabilities enabling distributed computing, redundancy and diversity
of services, Cloud environments are becoming increasingly more attractive for missioncritical and military
operations. In such environments, mission assurance and survivability are key enabling factors for deployment,
and must be provided as an intrinsic capability of the environment. Mission-critical frameworks must be safe and
resistant to localized service failures and compromises. Furthermore, they must be able to autonomously learn
and adapt to the environmental challenges and mission requirements. In this paper, we present a biologically
inspired approach to mission survivability in cloud computing environments. Our approach introduces a multilayer infrastructure that implements threat detection and service failure coupled with distributed assessments of
mission risks, automated re-organization, and re-planning capabilities. Our approach leverages some insights
from developmental biology at the service orchestration level, and takes failures and risk estimations as
weighting functions for resource allocation. The paper first introduces and formulates the proposed concept for a
simple single mission environment. We then propose a simulated scenario for proof-of concept demonstration
and preliminary evaluation, and conclude paper with a brief discussion of
results and future work.
Keywords: mission assurance, cloud computing, mission survivability, biologically-inspired
resilience

1. Introduction
Mission survivability is recognized as the capacity to maintain the execution, and ensure successful
completion of mission-critical systems, even under localized failures and attacks. In
resourceconstrained environments, mission survivability includes the prioritization of services and
capabilities to maintain mission goals. Previous research efforts on Mission Assurance have focused
on the estimation of effects caused by localized failures (or attacks) to the mission and the design of
robust plans for impact minimization. These are challenging and important capabilities that rely on a
mapping of mission tasks to associated components and their corresponding interdependencies.
They generally provide mechanism for the online evaluation of mission impact, for human
intervention. There is a need to combine these capabilities with self-managing and resilient mission
critical frameworks. In the context of this work, a resilient mission-critical infrastructure is defined as a
computational and communications infrastructure capable to maintain a successful mission execution
(mission survivability) and to remain mission capable under localized disruptions, which normally
requires the capacity to detect, identify, and recover from previous attacks.
More generally, an idealized resilient infrastructure must be able to seamlessly absorb local failures or
attacks with no immediate impact to the mission, while also isolating and recovering from the problem
in order to maintain its capacity to effectively execute subsequent missions. They are expected to be
robust and adaptive infrastructures, capable to learn from experience, and improve their own
performance and survivability.
The challenge is that most mission-critical systems have been traditionally designed for cost efficiency
and performance, with little room from component redundancy and diversity (Cohen,
2005).Furthermore, they generally rely on fixed architectures and configurations, favoring
predictability and control, often in lieu of self-management and run-time adaptability. However, in the
recent years, the computational landscape for mission critical systems has changed significantly with
the increasing acceptance of service oriented architectures as a new design paradigm for systems
design, and the introduction of cloud computational environments to provide large scale, low-cost and
agile commodity computing and storage capabilities. The prospect of highly redundant and adaptive
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systems starts to become reality, as new adopters begin to leverage the capabilities of these
combined technologies for high-end systems development.
Following several industry initiatives, the United States (US) Government begins to consider the new
landscape. For example the Central Intelligence Agency (CIA) has recently reported it is investing in
cloud analytics, cloud widgets and services, cloud security-as-a-service, cloud enterprise data
management and cloud infrastructure, using commercial IT technologies to analyze multi-lingual data,
audio, Twitter tweets, video and text messages that add layers of complexity to intelligence gathering
(Yasin, 2010).
When properly managed and coordinated, the new environment provides the means and tools for
large-scale distributed systems development, including on-demand resource allocation, dynamic
resource management, diversity in services and capabilities, intrinsic replication for data recovery and
several other capabilities. The challenge, however, is to coordinate all these powerful features in
order to enable resilient mission-critical systems.
In this paper we introduce an organic approach to mission resilience in large-scale and adaptive
computational environments. In particular, we focus on the issues of mission continuity and
survivability in response to attacks, as well as runtime system management and adaptation. In section
2 we briefly discuss the proposed challenges and requirements of mission critical systems for SOA
and cloud environments, as well as some background discussions on service discovery and
orchestration. In section 3 we introduce our biologically-inspired approach on organic resilience for
mission-critical systems, followed by some preliminary discussions on the proposed ideas, and
conclusions.

2. Mission critical systems in the cloud
As previously defined, the goal of resilient mission critical systems is to ensure the successful
execution and completion of the mission while remaining mission-capable in response to localized
failures and attacks. In the context of this work we are primarily concerned with the availability and
integrity aspects of the problem. While data exfiltration and privacy are important and challenging
issues in the cloud environments, they are not considered in the scope of this work. We are primarily
concerned with attacks or failures that may directly disrupt the mission. While there are multiple ways
to describe and represent a mission we will consider that a mission can be represented as a set of
workflows, or a set of strictly ordered sequences of tasks, as illustrated in Figure 1.
In this example, a mission is composed as a set of workflows. Each workflow is composed by a set of
ordered tasks and may represent, for instance, a set of image processing steps to be performed on
imagery collected by surveillance aerial vehicles. Each processing step, represented by the task (A,
F, G, and A) must be performed in strict order, and services 1, 4 and 7 have been tasked to jointly
execute the workflow. It is important to note that service selection in this example may refer to the
orchestration of services provided by a supporting Service Oriented Architecture (SOA) in the cloud.

Figure 1: Distributed execution of a mission represented as a set of workflows
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In Figure 1, mission success requires a minimum rate of images being successfully processed by the
system. Failures or delays of any of the services engaged in the allocation will likely disrupt the
execution of a workflow (i.e. the processing of one image, in this example) and eventually
compromise the mission.
One of the main benefits provided by a cloud-computing environment (and supporting serviceoriented
capabilities) is the availability of resources that can be quickly engaged for service execution and
released when no longer needed. They also enable the availability of multiple configurations and
implementations for the same type of service (diversity) potentially provided by supporting Service
Oriented Architectures or Software-as-a-Service (SaaS) architectures is also critically important for
resilient mission execution. Combined, these capabilities can be leveraged to:


Enable a dynamic, elastic and automated computing framework for mission execution. This
capability enables mission-critical systems to dynamically balance resource allocation based on
operational context and mission requirements, without building massive amounts of idle
overcapacity.



They enable the parallel execution of critical tasks on demand, over heterogeneous software (and
emulated hardware) systems.

The process of identifying and organizing the services for the task execution (services 1, 4 and 7) is
our example requires a discovery mechanism and an orchestration process, which may be centralized
or distributed. In most cases, the discovery and orchestration of services are based on protocols
defined for Service Oriented Architectures operating over cloud computing environments. They often
take place before mission execution, and remains fixed until a failure is detected or the mission is
completed. In the following items, we will provide a brief review of conventional discovery and
orchestration protocols often used in SOAs.

2.1 Service discovery in cloud environments
There are two aspects involved in service discovery on cloud-enabled frameworks: the identification
of services capable to accomplish a given task, and the identification of computational resources for
executing the service. The first problem is often addressed by conventional service discovery
algorithms for service oriented architectures or software-as-a-service (SaaS) running on cloud
environments. The second part of the problem is generally provided as part of the cloud infrastructure
itself.
The discovery of cloud resources enables load dynamic load balancing and scalability by dynamically
moving services and processes running in the cloud. Most cloud resource allocation services offer
either a centralized or hierarchical approach to this problem, but some authors have also propose
P2P strategies based on Distributed Hash Tables for resource management (Ranjan, 2010). As for
service discovery, service developers often rely on different types of SOA service discovery,
recognizing that some SOA-based services rely on capabilities (e.g. multicast-based discovery) not
necessarily supported by some environments.
One of the earliest service discovery mechanisms available in web service environments was the
Universal Description, Discovery and Integration (UDDI) (Oasis, 2002). UDDI provided a
registrybased approach to service discovery. The approach didn’t gain strong adoption from Industry
as IBM, Microsoft, and SAP closed their public UDDI registries, and Microsoft moved UDDI services
from Windows Server to their services orchestration product called Biztalk. It is possible that UDDI
might still be used inside organizations to dynamically find services within smaller domains, but the
workgroup defining the standard completed their work in 2007. WS-Discovery (Oasis, 2009) provides
an alternative way to service discovery. WS-Discovery is a multicast discovery protocol reducing the
need for a centralized registry. The communication is mainly done using SOAP over UDP. WSDiscovery has found a niche amongst the network device builders. But its adoption in cloud
environments is limited due to constraints in multicast traffic often imposed in cloud environments.
Another discovery method that has been gaining attention is the DNS-based discovery. Zeroconf, the
protocol implemented by Apple's Bonjour for service discovery, uses DNS and multicast DNS for
service discovery.
One of the next challenges in service discovery is to enable semantic queries (Papazoglou, 2008),
which involves adding semantic annotations and descriptions of QoS characteristics (Klusch, 2006;
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Benatallah, 2003; Lord, 2005). In 2007, the W3C published a recommendation for Semantic
Annotations for WSDL (W3C, 2007) with limited adoption so far.

2.2 Service orchestration in cloud environments
Service Orchestration generally refers to the composition of modular services to execute a task. The
selection of a service is generally based on interface and capability descriptions. A lot of effort in
service orchestration is focused on tools and languages for service and interface descriptions such as
the Business Process Execution Language (BPEL) and its web-services variation (WS-BPEL). In
most cases, service orchestration is provided by centralized services such as Microsoft’s BizTalk
(Microsoft, 2010) amongst others. There are, however, some research efforts to enable peer-to-peer
orchestration (Bradley, 2004). While centralized approaches to service orchestration are generally
more effective to create complex service structure, they represent a single point of failure in the
process which is undesirable for mission-critical systems. They also require an external correction to
localized failures, which implies that service wide disruptions must be perceived to trigger a
reconfiguration of the service composition. A decentralized strategy for service orchestration, on the
other hand, enables a more robust and emergent approach to the problem. They are generally unable
to provide the same determinism and time guarantees of centralized approaches but if properly
implemented they are better suited to address localized failures and disruptions.

3. Organic computing for mission resilience
In this paper we propose a multi-layer approach to system resilience that builds upon peer-to-peer
discovery and orchestration strategies for mission management. Our approach builds upon previous
research on resilient tactical infrastructures (Carvalho, 2010). It is biologically inspired in the sense
that we combine insights from developmental biology, diversity and immunology, including
inflammatory and immunization systems. In our formulation these biological traits are desirable
capabilities that can be implemented in multiple ways by leveraging services and features enabled by
cloud computing and our own support services. An illustrative view of the proposed architecture is
shown in Figure 2. The service and resource management capabilities illustrated in the lower part of
the figure are provided by the cloud computing and SOA (or SaaS) support services. The organic
defense framework is implemented as the three upper layers in the system.

Figure 2: Proposed multi-layer defense architecture
For the purposes of the organic defense framework, the resource management and service
management capabilities provide the mechanisms necessary for service response and adaptation.
The organic defense infrastructure builds upon three supporting capabilities:


Nodes and services are capable to identify a localized failure or attack. This assumption is based
on the fact that nodes engaged in mission-critical applications are frequently interacting with their
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neighbors, which allows them to either self-evaluate and identify a failure or a degradation in
performance, or to be notified by its peers of a performance problem.


The defense infrastructure must be able to re-allocate mission critical services to other
(functionally equivalent) services and resources in the system. This capability enables a quick
response to local disruptions and attacks, mitigating their immediate impact to the mission.



The defense layer must be able to replace a service (i.e. shutdown a compromised service and
instantiate a new one) with a copy that is functionally equivalent but with different implementation,
this capability enables the system recover recently lost capabilities, and to diversify its
configuration in order to develop resiliency and eventually immunity against the attack.

Combined, these capabilities enable the multi-layer response infrastructure illustrated in Figure 2. The
first (lower) layer manages the dynamic allocation of resources for mission execution. The second
layer is responsible for the identification, response and potential immunization to localized damages
(i.e. failures or attacks) detected and reported by the first layer. The identification process consists on
correlating the damage with the characteristics and configuration of the effected node. The response
mechanism may include the quarantine, termination or re-initialization of the affected node. The
immunization mechanism provided by the second layer includes the creation of functionally similar
nodes with different software configurations (diversity).
In parallel, the third (and higher) layer coordinates the sharing of information about the attack,
ensuring that a collective response (if appropriate) can be enforced, and that nodes that are
functionally similar to the victim can be reconfigured to prevent a similar attack. A collective response
to an attack may include, for instance, modifications in routing weights to disfavor the use of nodes
that may have been compromised. While simultaneously supported and coordinated, the proposed
defense infrastructure must be loosely couple to prevent a cascade failure in the event that one of the
components becomes temporarily impaired or permanently compromised. As conceived, the
coordinated operation of all three components is necessary to enable a comprehensive response and
system resilience, each component will also operate independently with limited performance gains,
ensuring a graceful degradation of the survivability infrastructure itself.

3.1 Damage detection
One of the assumptions of our approach is that individual services are capable to monitor their own
sensors and performance to detect local damages. In practice, damage detection may be
implemented in multiple ways. In the context of mission continuity, damage is directly related to the
inability of a service to execute its tasks, or a significant degradation in task execution performance
(below acceptable QoS requirements). From that perspective, there is no distictions from damage
caused by localized failures or malicious acts. The effects of both events will be similar, as well as the
way in which the system will respond.
Other approaches for damage detection have also included statistical and biologically inspired
techniques based on Danger Theory (Yuan, 2009), and Artificial Immune Systems (Dasgupta, 2002;
Liang, 2006) amongst others. In most cases damage is based on negative signature matching or
anomaly detections associated with misbehavior s or performance degradations. Upon damage
detection the system will immediately notify the upper layers (for resource management and
response/immunization), while in parallel trying to identify correlated features that could be linked
(maybe causally) to the event. Previous research efforts have been proposed for that, including the
application of Hidden Markov Models (Cho and Park, 2003; Ourston, Matzner, Stump and Hopkins,
2003), decision trees (Li and Ye, 2001; Abbes, Bouhoula, and Rusinowitch, 2004), and others.

3.2 Resource management for mission continuity
Automatic resource and service re-allocation in response to localized failures is common practice in
Grid environments, and has also been previously proposed for enterprise (Lardieri et al, 2007) and
tactical (Carvalho et al, 2005) environments. However, in general, a change in allocation strategy
happens only when degradation (or failure) has taken place and the impact on the mission has been
noted, there's generally no predictive re-allocation based on increased risk of an attack or failure,
learned at runtime from novel attacks.
Our proposed approach leverages and extends such dynamic allocation strategies to enable the
proactive task reallocation, based on online risk estimations. For our current proof-of-concept mission
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management layer implementation, we have adopted a greedy distributed coordination algorithm
using a generalized cost metric per node for resource management. When a workflow is received,
each node makes a local decision about task execution based on current local cost estimations. If
local costs become less attractive than neighbor’s estimated costs then the workflow is forwarded to
the node with the lowest estimated cost. Cost information is shared between nodes involved in a joint
mission as part of workflow exchange messages.
Attacks and failures may be detected indirectly, through their effects on the mission (see 3.1). To
simplify our model, we currently consider the degradation of a task as causing direct impact in the
mission performance. There are, however, related research efforts on mission mapping (Musman et
al., 2010; Sorrel et al., 2008; Grimaila, 2008) that can provide a better assessment of the impact of
localized failures to the overall mission.
In general, the approach for detection may rely on a number of sources that include performance
monitoring, anomaly detection, or resource utilization monitoring. These are all metrics that may be
used to detect violations in resource utilization policies, or deviations from pre-defined (or learned, in
the case of anomaly) QoS requirements for task execution.
Dynamic resource management for mission continuity focuses on isolating the area (i.e. node, or
services) associated with the damage to minimize the impact on mission execution. The re-allocation
of resources and re-organization of tasks is coordinated through distributed, self-organizing
algorithms and may take place at different scales – that is, from very localized modification involving a
single service that has reported damage, to larger scale changes involving multiple services. An
analog to this approach can be found in developmental biology, where cells (and other structures at
different hierarchical levels) signal each other to induce a differentiation that will enable a needed
capability. In our approach, mission-aware services will perceive the lack of damaged capability and
will signal other services (as part of a distributed orchestration mechanism) to engage the new
capabilities.

3.3 Response and immunization
The response and immunization mechanisms are responsible for both a short-term response to the
reported damage and a longer-term mitigation strategy to future attacks of the same type. The
intuitive response to a damaged component that can be replaced by alternative services in the
environment is to immediately terminate the affected service. However, depending on the type of
attack, the response and immunization layer may benefit from maintaining a potentially compromised
node in operation. The goal is to identify the potential causes of the effects perceived as damage, and
possibly correlate those events with the configuration of the node. This rudimentary approach to
vulnerability estimation is useful in providing a hint to other services in the system that may be equally
vulnerable to the same types of attacks. In our proposed infrastructure, the response and
immunization mechanism work together to allow some time for the system to build such correlations
before shutting down the node as a response to the damage. In order to do that without affecting the
mission, a duplicate of workflows (which have been re-allocated to alternative nodes in response to
the damage) is still sent to the damage node for processing, but it is also tagged to be ignored by
subsequent processing services. This allows for the damaged component to remain ‘active’ for the
characterization and immunization tasks.

4. Preliminary experimental results
A first proof of concept of the proposed approach was implemented and tested in a simulated
networked environment using NS3. Simulated scenarios allow for larger scale experiments, and
controlled attack conditions, facilitating the evaluation and analysis of the proposed algorithm. For the
purposes of our first tests we considered a single service running on each node of our conceptual
network, so the terms ‘service’ and ‘node’ are used interchangeably in our discussions. We also
disregarded the complexities associated with service descriptions and interfaces. We focused, instead
on the survivability and resilience aspects of the proposed approach. In our simulated scenario, each
workflow is composed of 3 tasks, and a mission is composed of 400 workflows. There are 5 nodes (or
services) executing independent parallel missions. In addition to those there are other 9 nodes
available to be engaged for task execution, and 6 additional nodes playing the role of
attackers.
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Each node has a short sequence of bits (arbitrarily chosen to be a 4-bit string in our simulations) that
represents its configuration. For example, the sequence 0000 could indicate a Linux-based host
running the Apache Web Server of a given version, with other specific libraries and configurations. A
different sequence of bits would represent an alternative configuration for the same service capability.
The execution of each task in the workflow takes between 1 and 2 seconds under normal operational
conditions. The simulation runs for 1200 seconds, and the attacking nodes become active only after
200 seconds of simulation. At that point, each attacking node starts to launch attacks to a randomly
selected victim every 6 seconds. Every task-processing node that receives an attack packet will
match that attack against its own configuration (4-bit string). If at least a 75% match is found, the node
accepts the attack and progressively degrades its performance.
The scenario was executed with 20 different seeds and the results were averaged out across those
runs. The metric of interest for comparing results is the percentage of completed workflows at any
given moment of the simulation. Two baselines representing the upper and lower operational
boundaries of the system were computed. The first baseline, identified in the chart as “Clean
Baseline” (Figure 3), represents the performance of the system when there are no attacks during the
whole simulation. The second baseline, identified in the chart as “Attack Baseline” (Figure 3),
represents the performance of the system under attack but without any corrective measures. As
previously discussed, an organic response to the degrading attacks should include both a recovery
and adaptation component. The first strategy tested was a simple recovery strategy, consisting on
restarting the compromised node to a previous safe image. This strategy was designed to simply
mitigate the short-term effects of the problem. Figure 3 shows the performance of this strategy,
identified as “Simple Reset” in the chart.

Figure 3: Mission performance in different operation conditions
A second strategy that was tested included in addition to a short-term response, an adaptation
strategy to enhance the resilience of the system to subsequent attacks. The adaptation strategy can
have multiple approaches. One approach can consist on randomizing the configuration of
reinstantiated services and nodes. A second approach is to provide an immunization capability that
will drive mutations of re-instantiated services to become resistant to previous attacks. In our
experiments we have opted for the immunization strategy. The figure also shows the performance for
this strategy, identified as “Immunization” in the chart.
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Figure 4: Statistical significance of the performance gains due to the immunization strategy
In the “Simple Reset” strategy, nodes detect and identify the attack and then reboot from a previously
known safe state. The attack detecting happens indirectly (through the effects of the attack) and the
identification happens by correlating the detection with the current state of the node. This process
takes some time, during which the services of the node are degraded. In the “Immunization” strategy,
the nodes additionally identify a “mutation” strategy that is likely to make it less vulnerable to the same
attack. For our simulated scenario, the state of the node is represented by a 4-bit string and defines
how vulnerable a node is to a given attack. The immunization process additionally involves
announcing the 4-bit string to other nodes, which will drive “similar” nodes to mutate in order to
become resistant to the attack. In the scenario illustrated in Figure 3, the “Immunization” starts with
results close to the “Simple Reset” strategy, but then it improves getting close to the upper operational
boundaries of the system (“Clean Baseline”). Figure Y shows how the p-value changes across time
for a t-test of difference in percentage of completed missions for the “Immunization” and “Simple
Reset” strategies. Approximately after 300 seconds in the simulation, the difference in performance
between the “Immunization” and “Simple Reset” strategies becomes statistically significant. While
very simplified at this point, our initial seems to indicate that an immunization-based strategy is more
effective than a reactive approach based on simple node reset. Under the simplifying assumption that
immunization has a fixed cost, fast recovery to continuous attacks will eventually be less effective
than longer, but more permanent recovery to the same kinds of attacks.

5. Conclusions
In this paper we have described a three-layer concept for system resilience in distributed
computational environments such as those found in cloud computing and service oriented
architectures. Our proposal is based on the notions of self-organization and self-maintenance,
leveraging distributed coordination algorithms for mission continuity. After a brief discussion on the
capabilities enabled by cloud computing, service oriented architectures and some of their core
services, we introduce our organic resilience approach. We define a threelayer defense infrastructure
responsible for detecting damage (i.e. failures or attacks), maintaining mission execution, and
identifying a short-term response and an immunization path for the problem. We also defined a very
simplified scenario to illustrate the basic concepts of the proposed approach. In our simulations,
services are equated to computational nodes in a distributed environment to simplify the simulations
and allow for the use of network simulator as basis for test and evaluation. Our goal with these initial
experiments was to illustrate the proposed concept, rather than making any quantitative claims. As
part of our future work in this project we plan to more rigorously define the adaptation and
diversification algorithms, and to better evaluate the agility, as well as the overhead and the
effectiveness of the proposed approach.
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