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Malware	Shall	Greatly	
Increase	...	

actually seem like the “good old 
days.” What on earth is going on? 
More to the point, can the number 
continue to increase the way it has? 
Is the sky actually falling, or instead 
of having literally thousands of 
completely new samples a day, are 
we actually fighting a few thousand 
different Trojans dressed in differ-
ent disguises? In this column, we’ll 
take a peek behind the raw num-
bers and try to get a better perspec-
tive on what’s actually happening.

Understanding our situation 
today is a two-step process. First, 
we need to put things in a better 
historical perspective. When we 
were counting new viruses per 
month on the fingers of one hand, 
what was going on—and what has 
changed? Once we understand 
that, we can then examine exactly 
what we’re calling “new” malware. 

Tempus Fugit 
When the first virus was discov-
ered well over two decades ago, the 
fledgling computer community was 
taken by surprise. However, after a 
brief pause during which research-
ers spooled up for a new problem 
space, an entire industry quickly 
grew up around dealing with self-
replicating threats. The first journal 
devoted to malware, Virus Bulletin, 
began in 1988; that journal is still 

going strong today, as evidenced by 
a successful conference last Septem-
ber in Geneva that actually pulled 
in record attendance. Viruses con-
tinually emerge in venues thought 
to be safe—from email to cell-
phones. Viruses were—and are—
here to stay. 

Perhaps the most important 
word in the preceding sentence 
was virus. Most of these early 
threats were self-replicating but 
not self-transporting, spreading 
from computer to computer via 
infected floppy disks. The protec-
tion industry quickly focused on 
sample-based detection. To detect 
instances of a spreading “virus x,” 
only a single copy of any infected 
file was needed, and so the indus-
try focused intently on malware 
samples. Although many machines 
did get infected on occasion (an 
interesting historical view of early 
malware epidemiology is Jefferey 
Kephart and Steve White’s origi-
nal work1), it was really the same 
small set of viruses that were driv-
ing the majority of infestations. 

As more viruses were discov-
ered, researchers found that most 
known malware existed only in 
researchers’ collections and not in 
users’ machines. Efforts like the 
WildList (see www.wildlist.org) 
emerged to track those viruses 
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istorically, the rate of increase of malware 

makes for amusing reading. A quick search 

of news stories found observers expressing 

“horror” as we blew past 4,500 samples in six 

months, or a million samples in 2007. Now, these numbers

spreading in the real world. This 
worked fairly well for a while, un-
til network connectivity became 
almost omnipresent. At this point, 
two large shifts fundamentally 
changed the threat landscape. 

The first big change in mal-
ware was the shift from virus to 
worm. Around 2001, it seemed 
that worms were continually in 
the headlines. This rise was per-
haps in part due to a shift in per-
ception—worms were news and 
seemed to represent the “new 
frontier” of malware authorship—
and certainly due to the increasing 
ubiquity of network connectivity 
to home users’ machines. The me-
dia made dire predictions about 
what might occur in the future 
due to network-aware worms (and 
notably the threat of a large-scale, 
worm-driven Internet outage is 
still very real). However, worms 
never quite realized their poten-
tial before a second shift raised the 
importance of a much more sinis-
ter threat: Trojan horses. 

The idea of rogue software that 
doesn’t replicate but does cause 
deliberate damage to a machine is 
hardly new—Trojan horses have 
been documented on computers 
for decades. Early on, the num-
ber and frequency of these Trojans 
was small enough that there was 
a list circulated on Usenet known 
as the “Dirty Dozen.” This list 
documented “rogue” executables 
that were known to be com-
mon. However, Trojan prevalence 
was soon eclipsed by viruses and 
worms, and so most protection 
schemes paid little attention to 
them. Things remained this way 
until the past few years, when we 
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began to see an increased number 
of Trojans as attackers shift from 
the electronic equivalent of joyrid-
ing to attacks designed to generate 
revenue. (A more complete his-
tory of malware in general can be 
found elsewhere.2)

The increased financial moti-
vation behind malware strongly 
incentivized attackers to come up 
with schemes for increasing the 
amount of time a machine remains 
infected. The reasoning for this is 
straightforward and has been cov-
ered before: botnet creation and 
information stealers work best 
when clients have a long life post-
infection. By moving away from 
self-replication, which tends to al-
low detection of all instances once 
a sample has been found, releasing 
a large number of slightly differ-
ent Trojan horses dramatically re-
duces the efficiency of traditional 
sample-specific techniques. 

I Am Called the Count ... 
As we moved toward Trojan gen-
eration, the number of “different” 
samples researchers dealt with sky-
rocketed. However, the problem 
with this is that the numbers are 
misleading. Indeed, although each 
of the samples is different in that it 
might have a different MD5 hash 
than its cousins, internally and 
functionally, many of the samples 
are identical. Thus, we must look 
at absolute counts of malware 
numbers with skepticism, for they 
represent a very narrow view of 
the problem.

The rise of individual samples 
doesn’t actually reflect anything 
too new. For years, malware au-
thors have used polymorphism 
and metamorphism to make in-
stances of individual viruses or 
worms different at the binary 
level while remaining functionally 
identical. This was typically done 
by generating a variable decoding 
routine and encoding the malware 
body. Thus, each sample would be 
differently encapsulated in vari-
able unpacking code. However, as 

the binary code that creates these 
custom unwrappers essentially 
travels with the virus, obtaining 
and analyzing one instance of a 
virus effectively gives a researcher 
enough information to catch all 
generations—the problem might 
be hard, but it’s at least tractable. 

In the case of a Trojan horse, 
the attacker can play a very similar 
game but experience profoundly 
different results. Consider a Tro-
jan horse generator that uses the 
same mutation techniques we just 
described. In this case, however, 
the generator doesn’t include the 
generation code itself in samples. 
Thus, each sample produced is 
different, but does not contain a 
copy of the generator. This means 
that a human analyst can make ed-
ucated guesses about what samples 
a generator can produce but can’t 
be sure that these guesses are cor-
rect. Having only one sample tells 
an analyst next to nothing; a larger 
corpus of samples provides some 
insight, but little certainty.

Historically, as “different” Tro-
jans have always been treated 
separately from each other, each 
auto-generated Trojan adds an-
other count to the malware total. 
Thus, as the attackers move away 
from self-replication as a spread 
vector, the numbers rapidly climb 
because it’s difficult to determine 
how closely related different mal-
ware samples are. To make matters 
worse, there are now many dif-
ferent “packers” available online. 
Although some packers provide 
legitimate protection for software 
developers, others are used almost 
exclusively by malware authors 
to package their creations. These 
packers tend to create different bi-
nary representations of the packed 
malware. Once again, this dra-
matically increases the malware 
count. Sometimes this increased 
count is important, as in situations 
where mitigation relies on indi-
vidual recognition of each “dif-
ferent” version. However, tens of 
thousands of different versions of 

a few families of malware is a very 
different problem from tens of 
thousands of entirely new ways to 
attack a computer!

... Because I Like  
to Count 
One challenge with raw numbers 
for measuring the severity of the 
malware problem is that they can 
be very misleading. Unfortunate-
ly, because the raw count of sam-
ples is extremely easy to generate 
for vendors and researchers alike, 
it tends to be used as an indicator 
of the real-world problem. How-
ever, on its own, it tells us almost 
nothing about the actual scope of 
the problem. If a particular Web-
based Trojan is “server-side poly-
morphic,” where each download 
provides the user with a custom-
generated binary, the number of 
known samples becomes truly 
meaningless, as each download 
would increment the known sam-
ple count by one. Thus, market-
ing pictures that show a rapidly 
increasing malware collection size 
are simply that: marketing. 

Meaningful data are harder to 
come by, and far less salacious. The 
challenge lies in the fact that with-
out the generator, it’s impossible to 
prove that two pieces of malware 
have the same “parent.” Instead, 
researchers must use algorithms 
that transform the binaries away 
from byte streams into other spac-
es. Perhaps the most obvious of 
these is how closely samples relate 
in behavior-space. For example, by 
examining what system calls a set 
of binaries make, and with what 
parameters, it’s possible to generate 
malware clusters that we can then 
count to get an idea of how many 
different families of malware exist. 

When viewed this way, the 
malware situation for Windows—
a platform that’s still the primary 
target for many attackers due to its 
market share—is far less distress-
ing than we might think. Several 
well-known researchers put the 
number of actual malware fami-
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lies somewhere between 1,000 
and 3,000. Even if this were too 
low by an order of magnitude (an 
unlikely error, based on industry 
consensus), the actual number of 
truly different threats is de minimis 
compared to the raw number. 

Have We Met Before? 
In addition to the more sooth-
ing numbers stated here, the age 
of custom-built malware could be 
drawing to a close as researchers 
leverage the cloud for protection. 
Symantec will be deploying a new 
tool to protect users from malware 
with its Norton 2010 software up-
date. Called Quorum, it employs a 
reputation-based approach to assess 
the security of executable files by 
linking the installed base of tens 
of millions of Symantec antivirus 
products worldwide to a central 
database.3 The Quorum database 
includes the signature of each file 
encountered on a participating 
host, a rating of its trustworthiness, 
and a confidence level for that rat-
ing. Rather than rely entirely on 
scanning a file for known patterns 
of suspicious behavior, Quorum 
uses the file’s reputation rating to 
determine if it’s safe to download 
or execute. If the file has a very 
poor reputation, with a high con-
fidence level, Quorum can block 
or quarantine it automatically. On 
the other hand, if it’s considered 
suspicious, but with lower confi-
dence, the user has the choice to 
run or block the file. However, 
Quorum can present the file’s 
reputation information to explain 
why the file is considered suspi-
cious, and the user can more reli-
ably decide whether to accept the 
risks associated with the file. 

When a new file is encountered 
on a host, the more traditional anti-
virus components can help deter-
mine that file’s reputation and the 
results of that analysis can be added 
to the central database. As more 
reports are gathered, confidence in 
a file’s reputation rating increases, 
and when the file appears on other 

hosts, their Quorum components 
can use that reputation data to de-
termine whether to trust the file 
before downloading or executing 
it locally. 

Because new malware vari-
ants won’t match the signatures 
of files with good reputations and 
will have been found on few hosts, 
those files will naturally be sus-
pect, even if they haven’t yet ex-
hibited malicious behavior. The 
reputation-based approach pro-
vides better protection from ob-
fuscated or polymorphic malware 
because it’s the fact that the mal-
ware is different from earlier vari-
ants that makes it so suspicious. If a 
Web site wants to install a control, 
for example, and your anti virus 
software tells you it is the only copy 
of this binary known in the world, 
there’s a strong indication that this 
just might be rather risky! 

 McAfee has developed a simi-
lar technology, called Artemis, 
that uses “community threat in-
telligence” to build a central data-
base of all threats encountered 
by McAfee antivirus products 
running on hosts worldwide. As 
with Quorum, Artemis reduces 
the inherent delays in traditional 
antivirus detection approaches by 
providing reputation ratings on 
emerging threats in real time. 

In general, the reputation-based 
approach that Quorum and Arte-
mis represent provides antivirus re-
searchers with the ability to gather 
data on every executable file run 
on any machine that participates in 
the community of hosts that share 
that reputation data; it can thus po-
tentially track emerging threats au-
tomatically, warning the rest of the 
community even before a specific 
threat has been added to the set of 
signatures of known malware. 

I t would be ironic if the ability 
to package malware into unique 

chunks turned out to be an Achil-
les heel in terms of detection, 
but it seems as if cloud-based ap-

proaches that show how common 
a binary is and what its reputation 
is could provide a robust new line 
of defense. In addition, the prob-
lem of measuring the malware 
threat by simply counting samples 
shows just how much more work 
is needed in security metrics. Just 
because something is easy to count 
doesn’t make it meaningful! It also 
tells each one of us to look for the 
meaning behind the numbers. Al-
though there’s little doubt the mal-
ware problem isn’t solved, it seems 
life isn’t quite as bad as it seems. 
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