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ABSTRACT 
To improve the information assurance of mission execution over 
modern IT infrastructure, new cyber defenses need to not only 
provide security benefits, but also perform within a given cost 
regime. Current approaches for validating and integrating cyber 
defenses heavily rely on manual trial-and-error, without a clear 
and systematic understanding of security versus cost tradeoffs. 
Recent work on model-based analysis of cyber defenses has led to 
quantitative measures of the attack surface of a distributed system 
hosting mission critical applications. These metrics show great 
promise, but the cost of manually creating the underlying models 
is an impediment to their wider adoption. This paper describes an 
experimentation framework for automating multiple activities 
associated with model construction and validation, including 
creating ontological system models from real systems, measuring 
and recording distributions of resource impact and end-to-end 
performance overhead values, executing real attacks to validate 
theoretic attack vectors found through analytic reasoning, and 
creating and managing multi-variable experiments. 

CCS Concepts 
Security and Privacy➝Systems Security➝Distributed Systems 
Security. 

Keywords 
Cyber Security Analysis, Modeling, Cyber Test Range, Threat 
Assessment 

1.   INTRODUCTION 
Cyber threats have become an integral part of our lives to the 
point where the latest data breaches of financial institutions, 
commercial retailers, or government agencies are frequently 
reported in daily broadcast news.  

In recent years, an increasing number of implementations of 
proactive defenses, and specifically Moving Target Defenses 
(MTDs) [12], have started to become available to counter the 
cyber threats posed by targeted attacks launched by determined, 
diverse, and well-resourced adversaries. Proactive defenses 
attempt to reduce and dynamically modulate the attack surfaces of 
systems. This is achieved by making it harder for the adversary to 

detect entry points into networks and systems (e.g., through 
employing masquerading and binary diversity techniques) and 
making the exposure of the remaining entry points more transient 
(e.g. by using techniques to time-bound useful information). 

As the number and complexity of these proactive defenses 
increase, cyber defenders face the problem of selecting and 
configuring defenses for a distributed mission-critical system. 
Today, this is done manually and without a clear understanding of 
the seams, integration points, and residual risks associated with 
each defense and collection of defenses. It is therefore easy to fall 
into the trap of adding defenses that provide little security benefit, 
introduce unacceptable cost or overhead, cause unintended 
interaction effects across a set of defenses, or even inadvertently 
increase the attack surface. 

Although each MTD implementation provides some benefit in 
some context, without proper tools guiding the configuration of 
the defense, one can end up with MTD deployments that do not 
provide the desired aggregate benefits. An MTD may be 
configured incorrectly leading it to either operate at a resource 
impact level that is not tolerable, or to provide so little protection 
that its deployment only incurs cost without improving security. 
Similarly, a set of MTDs may be composed inappropriately, 
reducing their security benefit or introducing unexpected side 
effects in space and time when being composed together.  

As a motivating example, consider the system shown in Figure 1, 
a three-tiered middleware architecture including a client (left) 
interacting with an application server (middle), which in turn 
connects to a database (right). The MTDs deployed in this system 
include: 

•   IP Hopping between the client and the Windows 
application server, marked as (1), to randomize IP 
source/target addresses and port information, 
dynamically reconfiguring every X seconds. 

 

Figure 1. Configuring combinations of proactive defenses 
within a deployment introduces significant complexity. 
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•   OS Hopping to change the operating system to reduce 
the set of vulnerabilities and OS Masquerading to make 
one OS look like another to deliberately misguide the 
adversary, (2). 

•   Binary diversity techniques, (3), that randomize 
memory layout and make it more difficult for 
adversaries to attempt low-level exploits such as buffer 
overflows. 

•   Continuous restart of application processes, (4), to 
remove any foothold an adversary might have gained as 
the result of intermediate points in an attack vector. 

If the IP Hopping defense in Figure 1 hops at intervals too slow, 
e.g., to thwart denial of service attacks, it would increase the 
latency of the system without increasing its security. Similarly, 
proactively changing OSes in a certain order or at certain intervals 
may allow an adversary to wait until the defense hops to an OS 
for which an exploit is available. As an example of an interaction 
effect among multiple defenses, consider an IP Hopping 
implementation that only works on Windows and cannot therefore 
be cleanly composed with the OS Hopping defense in Figure 1. 

The current state-of-the-art approach for evaluating cyber risks 
consists of performing structured logical arguments on security 
designs (for example through the manual construction of attack 
trees [17]) and executing security experiments to study the impact 
of specific attacks and detect specific vulnerabilities present in 
system deployments. The work presented in this paper 
significantly extends current experimentation and validation 
techniques by providing a framework for experimentally deriving 
the cost-benefit tradeoff attributes of cyber defenses and their 
deployments within a specific mission context. 

The main innovations of this framework include: 

•   Automatic creation of ontological system models, 
including processes and associated observable behaviors 
(file interactions, network flow interactions), for use in 
analysis; 

•   Automatic measurement of resource impact and end-to-
end performance overhead associated with cyber 
defenses; 

•   Automatic validation of attack vectors via execution in 
commonly available adversarial frameworks, e.g., 
Metasploit [10]; and collection of execution latencies; 
and 

•   Automatic and intelligent generation of multi-factor 
experiments to avoid complete factorial experiments. 

The remainder of this paper is organized as follows: Section 2 
describes the needs and expected use of the technology in the 
context of network defense operations. Section 3 describes related 
work. Section 4 describes the experimentation architecture, 
including experiment description syntax, workflows, and 
measurement tools. Section 5 shows experimentation on an 
exemplar military-relevant scenario. Section 6 concludes the 
paper. 

2.   NETWORK DEFENSE OPERATIONS 
In today’s increasingly-connected world, large organizations, 
whether companies or academic or governmental institutions, 
depend on large networks to complete their day-to-day operations.  
These organizations hire large IT staffs that are charged with 

defending the network against external and internal threats.  These 
staffs are managed by a cyber security administrator, who has the 
responsibility to translate high-level security goals of the 
organization to lower-level actions taken by the IT staff to deploy 
cyber defenses to protect the network.  However, actions taken to 
defend the network exist in the context of business processes that 
are active on the network (e.g. hosting a customer-facing website 
and linking it to a company database, providing a video stream of 
a live event).  Each of these business processes has time-varying 
requirements in terms of security and network resources.  The 
challenge to the cyber security administrator is to orchestrate the 
deployment of cyber defenses (whether MTD or more traditional 
defenses) in such a way as to meet the security and resource 
requirements of the active business processes while ensuring that 
the defense deployment does not interfere with those business 
processes (e.g. by constricting needed bandwidth).  The cyber 
security administrator must also guarantee that the defense 
configuration will not create contention between one or more 
defenses, resulting in a cyber friendly fire incident. 

Operating under these constraints, the cyber security administrator 
faces a multi-criteria decision problem. He must protect the active 
business processes but avoid exhausting network resources or 
deploying conflicting defenses. The characterization of MTDs and 
other cyber defenses described in this paper can provide 
invaluable information in support of this decision problem. Using 
empirical distributions on cost and security, cyber security 
administrators can explore tradeoffs between deploying a set of 
defenses and identify optimal defense configurations in the 
context of business process constraints. 

3.   RELATED WORK 
A number of experimental testbeds for cyber security have been 
developed by the community over the last decade [4]. This section 
briefly describes a subset of comparable technologies used by the 
community today, and then describes how our work compares to 
and/or compliments these efforts. 

The cyber Defense Technology Experimental Research 
Laboratory (DeterLab) [2] [11] is a derivate of the Emulab [5] [7] 
emulator focusing on security testing and evaluation. Just like in 
Emulab, users receive exclusive hardware-level access to 
machines and can setup virtual network topologies through 
programmable network switches. Currently, DeterLab provides 
540 general-purpose compute servers. DeterLab also features a 
number of extensions, including a workflow orchestration engine 
called MAGI [9], an agent framework for modelling human 
behaviors called DASH [24], and a traffic generation framework 
called SEER [18] [19] (which is listed as a legacy component.) 

PlanetLab [15] is a global scale overlay network for 
experimentation, involving more than 1300 nodes at more than 
700 sites around the world. In contrast to DeterLab/Emulab, 
PlanetLab gives users access to real Internet path characteristics 
rather than specifying emulated virtual networks. PlanetLab has 
no dedicated experiment control network, and does not give users 
access to the full machine. 

The Global Environment for Networking Innovation (GENI) [3] is 
a distributed virtual laboratory for transformative, at-scale 
experiments in network science, services, and security. GENI has 
been deployed at over 50 sites and, as an NSF-sponsored effort, 
has been widely used by academic institutions in the US. 

The Lincoln Adaptable Real-time Information Assurance Testbed 
(LARIAT) was originally built as an extension to the intrusion 



detection data generation testbed funded by DARPA in 1998. 
Today, LARIAT is used by the USAF in training environments 
[23] to generate realistic user traffic through user simulation. 

The National Cyber Range (NCR) [16] is a military 
experimentation environment initially sponsored by DARPA in 
2008. The main purpose of NCR is to test security appliances and 
applications on scenarios that are directly relevant to military net-
centric mission execution.  

Vagrant [22] provides automation for commonly used 
virtualization substrates, e.g., VirtualBox and VMware. Using 
Vagrant, developers can specify in a single file various 
experimental parameters, including VMs, network topologies, and 
shell scripts to run. Vagrant can start/stop a set of VMs with a 
single command and apply configuration commands across the set 
of VMs. 

The experimentation framework described in this paper differs 
from existing testbeds in a number of ways.  

First, PlanetLab, Emulab, DeterLab, and GENI focus on providing 
a shared environment for experimentation by dedicating compute 
resources to become part of the lab infrastructure. Slicability 
allows users to obtain exclusive access to part of the shared pool 
during an experiment. In contrast, the work described in this paper 
leverages today's ubiquitous cloud environments, in particular 
OpenStack, to spin up dedicated experimentation environments on 
a per user basis. Besides ease of use benefits, the elasticity 
provided by these cloud environments enables experimenters to 
quickly scale up experiments to very large sizes for short 
durations while still remaining cost efficient. 

Second, Emulab, DeterLab, and GENI focus on deep 
programmability—that is to enable fine-grained controls over 
computation, storage, routing, and forwarding connected via a 
network. One such aspect is the ability to restrict the network 
topology to certain specific throughput and latency parameters. In 
contrast, the work described in this paper has fewer specific 
controls on network parameters, but instead focuses on higher-
level programmability of cyber defenses involving installation and 
configuration management aspects. 

Third, similar to Vagrant, our work focuses on supporting 
multiple virtualization substrates, enabling presentations on a 
single laptop running VirtualBox to scalable experiments 
conducted in OpenStack cloud environments. In fact, much of the 
experiment management functionality, including system model 
generation, recording of security/cost distributions, and intelligent 
factorial experiments, is agnostic of the specific virtualization 
layer being used. 

Finally, in contrast to LARIAT, the traffic generation capabilities 
described in this paper focus on emulation of workflows extracted 
from real mission executions.  

4.   EXPERIMENTATION ARCHITECTURE 
To support empirical quantification across a wide range of MTDs 
with varying settings, we designed the experimentation 
framework using a modular multi-tiered architecture, as shown in 
Figure 2. Administrators interact with an Experiment Controller 
which is implemented as a Servlet running inside a J2EE 
Application Server. The Experiment Controller uses a Semantic 
Web triple store to persist information about the experiments to be 
conducted and the results gathered. The Experiment Controller 
also connects to an experiment execution substrate to instantiate 
virtualized topologies, execute emulated missions, and gather 
resulting raw logs for further processing. 

This architecture has a number of benefits. Modularity is achieved 
by decoupling the components associated with experiment design 
and control from the infrastructure that actually instantiates and 
executes the experiments. This enables the framework to support a 
number of different execution substrates, while at the same time, 
allowing for custom extensions to the Experiment Controller. 
Scalability is achieved by allowing connections to many 
experiment execution substrates and through elasticity provided 
by commonly found cloud environments.  

4.1   Experiment Controller 
Experiments are specified using the Experimentation ontology. 
The main concepts in this ontology are as follows: 

•   An Experiment Template describes all the parameters of 
an experiment, including the virtualized topology and 
mission emulations, the search space over testbed 
topologies, and the defense settings that the experiment 
will cover. A template is associated with a set of 
Defense Wrappers (specified via a separate defense 
ontology) with the goal of providing characterization of 
the wrappers. A user can specify multiple templates and 
ingest them into the server. 

 
Figure 2. High-level architecture of the experimentation 

framework. 

 
Figure 3. The Experiment Controller. 
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•   An Experiment Instance gets created by the server when 
a user selects and instantiates a template. This instance 
manages the run-time state associated with the 
experiments described through the template. Upon 
conclusion, the instance adds characterization 
information to the wrapper. 

•   An Experiment Run gets created by the instance and 
represents a fully bound experiment that gets executed 
in the experiment execution substrate. It is generally the 
case that a single instance will lead to many runs that 
are scheduled by the instance for execution. 

Figure 3 shows the high-level workflow associated with creation 
and execution of experiment instances. Note that the Experiment 
Controller shown in the figure interfaces with two specific 
components outside of the specific experimentation scope—
Defense Wrappers and VINE. The Experiment Controller takes 
Defense Wrappers produced by a cyber defense Command and 
Control (C2) framework as input. The specific implementation we 
are working on supports wrappers constructed using the Mission-
aware Infrastructure for Resilient Agents (MIRA) C2 agent 
framework. The Experiment Controller produces characterization 
profiles summarizing the security/cost tradeoffs. The profiles are 
simply annotations on the wrappers themselves and can be saved 
together or separately from the wrappers.  

4.2   The VINE Experiment Execution 
Substrate 
The current implementation of the Experiment Controller 
interfaces with the Virtual Infrastructure for Network Emulation 
(VINE) [6, 21] as an example experiment execution substrate. 

VINE is used as a testing environment for numerous cybersecurity 
projects as well as for a safe space to undertake cyber-attacks and 
test defenses for classroom assignments. VINE provides a 
framework on which a general theory of automated 
experimentation can be implemented. 
As shown in Figure 4, two interfaces exist for building scenarios 
in VINE: a web-based UI to interactively design networks and 
assign roles, and a programmatic HTTP-based API that allows 
tools to interact with VINE. With a scenario specified, VINE 
takes care of making the necessary calls to virtualization providers 

and provisioning tools to realize the scenario specified by the 
researcher. The scenario description is portable and can be 
faithfully instantiated on different fabrics. 

VINE can use both hardware and virtual machines, allowing 
researchers to have full fidelity at the nodes and run various 
operating systems with configurable amounts of virtual resources 
(i.e. RAM and CPU). 

4.3   Generation of System Models 
Quantification of defenses inevitably relies on building 
abstractions or models of systems and then performing analysis on 
these models. For example, BBN’s prior work on Attack Surface 
Reasoning (ASR) [1, 20] uses semantic models of attack steps, 
adversary starting points, defenses, systems, and missions to 
compute a triple describing the attack surfaces security, cost, and 
missions impact. 

One impediment of model-based approaches is the time, cost, and 
fidelity associated with generation of the models. Part of the 
experimentation support is hence to automatically generate 
systems models for use by such analysis tools. Our approach to 
automation is to use a variety of scanning tools to get access to 
fine-grained cyber information, including network flows, listening 
sockets, files, and processes. Once raw output is retrieved, the 
scanning process proceeds to transcribe the information into 
instances of concepts expressed through a language used by the 
analysis tool, e.g., the ASR System Model ontology. 

The system model creation process supports two main modes, as 
shown in Figure 5, as follows: 

Active Information Gathering. In this use case (shown in the 
lower half of Figure 5), the scan control server actively uses 
scanning and sniffing tools to acquire information about a target 
system. To support scanning across multiple network segments, 
the scan control server uses the concept of a scanner machine, 
either physical or virtual, that is placed in the network so that it 
has visibility on and access to the network segment it is scanning. 
The design of the scanner itself and the protocol between the 
control server and the scanner nodes is deliberately kept simple. 
The control server uses SSH to log into the scanner machines and 
then executes a predefined set of commands to initiate 
information acquisition. This works well for network-segment 
wide activities, e.g., network sniffing and IP/port scanning. In 
addition, the control server can also directly perform data 
acquisition on observed networks and hosts. For instance, the 
control server can use remote monitoring protocols to build 
detailed system models of end systems on its own network. 

 
Figure 4. VINE architecture. 

 
Figure 5. System model generation. 
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Information Ingestion. The upper part of Figure 5 shows a use 
case where owners of the target system do not allow active 
scanning. Instead, the only information available to the control 
server is data captured manually by administrators in the target 
environment, sanitized, and made available to the control server in 
terms of raw logs and/or packet captures.  
In both cases, the overall workflow of creating system models 
following the following steps. 
Network Element and IP Endpoint Discovery. The control server 
starts by scanning the network to determine the elements through 
which the various computers connect and to extract the list of IP 
addresses and ports. It creates system model instances on the 
physical network layer from scanning results provided by NMAP 
[8]. NMAP can also determine the type of OS, listening and 
ephemeral sockets, and information about the type of service 
attached to listening sockets (e.g., OpenSSH version X, Apache 
Web Server version Y). 

Network Flow Discovery. The control server observes network 
elements and records network flow tuples such as <sourceIP; 
sourcePort; targetIP; targetPort> using tshark, a command line 
implementation of WireShark [13]. At this point in the process, 
the control server creates system model instances and the network 
flows capturing details such as the type of flow, application 
protocol used, and amount of information transmitted. 

Process and User Discovery. In this step, the control server 
discovers processes on end systems and the users who launched 
them. It does this by using end system specific querying and 
profiling mechanisms, currently osquery [14]. The Experiment 
Control server can be easily extended to support Windows 
Remote Management through the WS-Management protocol. 

System Model Stitching. Finally, the control server takes each 
partial model obtained either through scanning or as input from a 
user and stitches is into a single, conglomerate system model 
using redundant entities as guiding points to identify what 
concepts are related to one another. 

4.4   Generation of Resource Impact 
Distributions 
The experiment server provides automated means for evaluating 
the resource impact and side effects of running multiple different 
MTDs. MTDs, and indeed all defenses, introduce resource 
overhead and potentially other side effects that are important to 
understand when designing an overall system deployment 
configuration. Failure to accurately understand these effects can 
lead to deployments in which the MTDs introduce overhead at 
levels that negatively impact mission operation. Experimental 
characterization helps avoid these scenarios by quantifying the 
resource impacts and other side effects, such as undesired 
interactions, from a defense or set of defenses. 

In distributed systems, the impact on low-level resources will 
ultimately manifest in application-level latency and throughput 
numbers. For example, an overloaded CPU may cause an 
application to run slowly, which impacts the latency of the 
information it shares with other processes. For these reasons, we 
split calculation of resource impact distributions into two main 
groups. The primary group targets application-level latency and 
throughput. The secondary group includes local resources such as 
CPU, RAM, and disk I/O. 

4.4.1   Java Advanced Metering (JAM) 
Characterization of defenses needs to be performed in the context 
of specific applications with specific usage patterns. The purpose 

of Java Advanced Metering 
(JAM) is to emulate mission 
applications in a way that 
abstracts away from 
unnecessary application 
details but retains high 
fidelity representation of 
relevant application behavior. 

For instance, consider a 
proactive defense that 
randomizes IP addresses or 
Operating Systems. For 
characterizing these defenses 
in the context of a specific application and mission, details about 
the specific serialization encodings found in message payloads are 
irrelevant. However, the specific interaction patterns used (TCP 
vs. UDP) and the ability of the application to deal with failures 
that might arise from temporary outages occurring at 
reconfiguration points is highly relevant. 

JAM provides a declarative way of specifying and executing 
application behaviors that are relevant for defense 
characterization. JAM can emulate a rich set of network flow 
patterns, including: 

•   Asynchronous network flows based on time triggers and 
•   Conditional network flows based on functions of 

messages received from other flows. 

In addition to emulating network behaviors, JAM is also designed 
to emulate host-level behaviors, including file-system interactions, 
memory intense processing, and CPU intense computation. 

JAM is implemented as a set of agents that are installed by the 
Experiment Controller across a number of hosts during an 
experiment run. Figure 6 shows a typical JAM deployment on a 
single host. The agent reads in a single configuration file that 
specifies all of the behaviors to be emulated across the full set of 
hosts. It then interprets the behaviors specific to the host and 
spawns one or more JAM processes for emulating those 
behaviors. The JAM processes interact with the filesystem and 
network stack, e.g., to send emulated application traffic to other 
JAM nodes on other hosts. 

JAM records performance measurements relating to latency and 
throughput in a CSV file for retrieval by the Experiment 
Controller. 

4.4.2   Memory/CPU Profiling (Profiler) 
The purpose of the Profiler is to record the impact of proactive 

 
Figure 6. Java Advanced 

Metering (JAM) architecture. 

 
Figure 7. Turning raw data into predictive models. 
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defenses on shared compute resources, including memory and 
CPU. The profiler is a 23 line Python script that runs on end 
systems and utilizes the psutil package to get access to system 
observables in a platform-independent manner. The profiler 
currently records CPU and memory utilization on a per process 
and aggregate system level. 

4.4.3   From Raw Observables to Predictive Models 
Figure 7 shows in more detail how raw observables, retrieved 
from a set of known files on the VM generated by Profiler and 
JAM, are captured in runs and reported up into instances where 
they are processed into predictive models. Based on configuration 
parameters, the Experiment Controller can persist a varying 
number of intermediate results in this processing chain and report 
information to the Defense Wrapper at varying levels of 
granularity. Persisting intermediate results enables faster 
experimentation, as high-level computation can simply be 
repeated without reacquiring the raw observables through active 
execution of VMs. 

4.5   Attack Step Validation 
The experimentation server provides a service for mapping attack 
steps used by analytical reasoning to actual attacks, running the 
attacks, and linking results back into the analytical models. For 
attack modeling, BBN's prior work on ASR [1, 20] uses semantic 
models of attack steps, where an attack step is defined by a high-
level goal, a target, a pre-conditions that must hold, a post-
condition that takes effect as the steps gets executed, and a 
duration of executing the step. Any model is by its nature an 
approximation of reality. For instance, the ASR models capture 
systems at a high level of abstraction, and any elements of the 
model not automatically captured may introduce modeling errors. 

To establish the fidelity of attack models, the Experiment 
Controller provides a validation mechanism that allows 
analytically derived attack vectors, e.g., produced by ASR, to be 
realized and empirically validated in the form of actual cyber 
attacks that can be executed in experiments. Each step in selected 
attack vectors is instantiated and emulated alongside a set of 
assertions that allow determination of success/failure. In a port 
scan reconnaissance attack step, for example, an actual port scan 
is conducted within an experiment and the results are analyzed to 
determine the amount of information gained. Discrepancies 
between the analytically derives attack vectors and the empirical 

results seen during validation are flagged with details of the 
failure, to be explored by stakeholder during experiment analysis. 
Additionally, the Experiment Controller provides means for 
measuring latency distributions for executing various attack steps. 
For proactive defenses that randomize information in an attempt 
to invalidate previously leaks, it is important that the 
reconfiguration interval of the defense is smaller than the time it 
takes an adversary to get access to and use the information. 
Empirical distributions that are grounded in reality are a major 
contribution to assessing the security impact of various MTD 
configurations. 

5.   EXPERIMENTAL EVALUATION 
To validate the claims associated with the experimentation 
framework described in this paper, we constructed a number of 
example configurations and verified correct functioning of system 
model generation and resource impact characterization. 

The intent of the scenario used in the experiments is to capture 
characteristics found in tactical and enterprise environments in 
support of a mission execution workflow. The scenario, shown in 
Figure 8, is based on an example mission where ground forces 
direct an aircraft providing Close Air Support (CAS) via video 
and image annotation. An Unmanned Air Vehicle (UAV) is 
collecting video and still imagery and submits video streams and 
still images to an Information Management System (IMS). The 
IMS disseminates both video and images to two clients: A Joint 
Terminal Attack Controller (JTAC) over a mobile tactical network 
and a Tactical Operation Center (TOC) client over a Local Area 
Network (LAN). The IMS is connected to a database for image 
persistence. Finally, an administrator can change settings in the 
IMS through an administrative client. 

Figure 9 shows the virtual topology instantiated as a testbed in 
VINE. It also shows how the VINE controller mediates access 
between the external Experiment Controller and the testbed by 
providing: 

•   A HTML UI and RESTful service on port 80 for 
managing testbeds 

•   A SSH forwarding service for each VM instantiated as 
part of a testbed. 

To demonstrate the core concept of controlled experimentation, 
we setup an experiment that varies the size of data sent from the 
UAV to the IMS from 10KB to 40MB using intermediate sample 
point. Executing the experiment results in 10 Experiment Run 
instances, each one producing a zip file on the Experiment 

 
Figure 8. Example mission scenario. 

 
Figure 9. Network topology for mission scenario. 
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Control Server that contains both the Profiler and JAM logs across 
the set of machines. 

Figure 10 shows the results of analyzing the JAM log files and 
establishing a linear correlation between the size of data being 
sent and the resulting latency for the specific mission flow. 

6.   CONCLUSION 
Selection and configuration of cyber defenses needs to be 
significantly more automated to keep up with adversarial 
capabilities and increase security of integrated distributed 
systems. This paper describes an experimentation framework that 
automates creation and validation of models that can then be used 
by reasoning capabilities to quantify attack surfaces and deconflict 
defense deployments. The Experiment Controller that is part of 
this framework can (1) build semantically annotated system 
models by scanning networks and end-systems, (2) build 
predictive models of cost measures, involving load on underlying 
resources together with latency/throughput impact on mission 
critical flows, and (3) validate analytically derived attack vectors 
by executing actual attacks and gathering latency distributions. 
The experimentation framework is also designed to cope with 
factorial explosion by intelligently searching a high-dimensional 
search space of potential experiments to run. We demonstrated the 
functionality of the system using an exemplar mission executed 
across a set of tactical and enterprise compute resources. 

Going forward, we plan to build upon the work described in this 
paper in a number of directions. First, we plan to increase 
scalability of experiments to networks of hundreds of hosts and 
thousands of processes. Next, we plan to implement and explore a 
number of different intelligent experiment design heuristics. 
While the concept of intelligent experimentation has been codified 
in the framework’s design, we have only just started to implement 
and explore different options for minimizing the number of 
experiments that need to be run to establish necessary 
correlations. Finally, we plan to add support for multiple 
experimentation substrates in addition to VINE, including GENI 
and DeterLab, raising the abstract layer for the Experiment 
Controller and representation formats and allowing for a wider 
adoption across the cyber security research community. 
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